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Abstract

We study whether investors using reinforcement learning can converge to a rational-expectations

equilibrium in nonlinear asset markets without knowing the market environment. Using neural

networks, investors learn demand directly from realized utility, and we find that they can recover

equilibrium demand. Convergence is nevertheless fragile: rules that converge in isolation may fail

when coupled through endogenous prices, and their learning speeds may require coordination.

With dispersed private information, learning raises ex-ante price informativeness toward its

rational-expectations benchmark. Under our implementation, direct learning is more accurate

than a two-step approach that first estimates the conditional payoff distribution.
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1 Introduction

A longstanding question in the financial market is whether asset prices fully reflect the infor-

mation dispersed across investors. Rational-expectations models provide a natural framework for

studying this question, but impose an arguably strong informational assumption. Investors must

know the market environment sufficiently well to infer how prices are related to asset payoffs, pri-

vate signals, and the behavior of other investors. In practice, however, investors may not know

the distributions of relevant variables or the price-formation rule that arises in equilibrium. This

observation raises two related questions: whether investors can learn rational-expectations behavior

without prior knowledge of the market environment, and how market efficiency evolves while such

learning takes place.

We study these questions using reinforcement learning. Rather than estimating a complete

model of the market, an investor directly adjusts her trading strategy to improve realized utility.

This approach is economically relevant when specifying and estimating the entire environment is

costly, when investors are boundedly rational, or when trading decisions are delegated to algorithms.

At the same time, convergence cannot be taken for granted. In financial markets, learning changes

investors’ demands, which changes prices and therefore the joint distribution of data from which

investors subsequently learn. Due to this feedback mechanism, the learner faces an endogenous and

time-varying environment, unlike a standard single-agent reinforcement-learning problem in which

the environment is fixed.

We first introduce reinforcement learning into the nonlinear rational-expectations model of

Breon-Drish (2015) with identical investors within each of the informed and uninformed groups.

Asset payoffs follow a mixture of normal distributions, generating a nonlinear relationship between

prices and optimal demand. Uninformed investors use a neural network to represent their demand

functions and update the network parameters through a direct policy-gradient method (Sutton

et al., 1999; Silver et al., 2014). Despite possessing no prior knowledge of the price-payoff rela-

tionship, investors can learn demand functions close to their rational-expectations counterparts,

although convergence is sensitive to the choice of learning hyperparameters. This baseline result

extends the equilibrium-learning analysis of Bray (1982) and Marcet and Sargent (1989) beyond

environments in which agents know the linear structure of the economy.

Our first result shows that convergence can change materially when otherwise identical investors

follow differently parameterized learning rules. We consider two rules that differ in their learning

rates and policy-update frequencies. Each rule leads to convergence when used by all investors, but

convergence may fail when one group uses the first rule and another uses the second. The reason is

that each group’s policy updates affect prices and thereby alter the learning environment faced by

the other group, potentially preventing both from discovering the rational-expectations strategy.
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Unlike fully rational Bayesian learners, reinforcement-learning investors do not explicitly model

how other investors learn, even though their training outcomes are generated by jointly evolving

policies. Thus, the stability of a learning rule depends not only on its own hyperparameters but

also on those used by other investors.

We next consider an economy in which private information is dispersed across investor groups

that differ in signal precision and risk aversion. In this economy, each partially informed investor

learns its own demand function while using prices to infer other investors’ information. Despite

the resulting price-mediated informational feedback among heterogeneous investors, learning can

still converge to the rational-expectations equilibrium. Convergence nevertheless requires learning

speeds to be appropriately balanced across heterogeneous investors.

By relaxing rational expectations, our model also yields implications for informational effi-

ciency. In the model with heterogeneous information, prices aggregate dispersed private informa-

tion through the market-clearing mechanism. Under rational expectations, investors choose their

demands based on the equilibrium price-formation rule, and thus the resulting market-clearing price

correctly aggregates their private information. Under learning, however, investors do not initially

know the correct demand functions. The price-formation rule induced by their learned policies

therefore need not coincide with its rational-expectations counterpart, so the informational content

of prices can differ from its equilibrium level.

In our simulation with dispersed private information, ex-ante informational efficiency rises to-

ward its rational-expectations benchmark as learning progresses. As individual demand policies

become more accurate, the market-clearing price becomes a more informative public signal of the

asset payoff. This result is related to Bai et al. (2016), who document that financial market prices

have become more informative over time and interpret this pattern as evidence of increased market-

based information production. Our mechanism is complementary: in our model, the primitives of

the information environment, such as signal precision and noise trading volatility, are fixed, so the

rise in informational efficiency comes from investors learning how to use their private signals and

the information embedded in prices when forming demand. Thus, decentralized learning improves

not only individual policy accuracy, but also the aggregate information-aggregation role of prices.

Finally, we compare direct policy learning with a model-based, two-step procedure in which

investors first estimate the conditional payoff distribution and then optimize demand based on that

estimate. In particular, for the first step, we discretize the payoff space into finite grid points and

estimate the conditional distribution using a neural network trained with cross-entropy loss. The

two-step method performs substantially worse in the nonlinear equilibrium environment, in contrast

to the linear settings studied by Bray (1982) and Marcet and Sargent (1989), where least-squares

learning performs well at least under some conditions. This contrast reflects a difference in what
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the two-step procedure needs to capture at each setting. In linear environments, optimal demand

depends only on the conditional mean and variance of payoffs and a linear regression can there-

fore recover the sufficient statistics of the distribution with relatively little estimation error. In the

nonlinear environment, however, optimal demand depends on the full shape of the conditional distri-

bution, including higher moments and tail behavior, which the discretized neural-network estimator

recovers only approximately. Moreover, small estimation errors in the price-payoff relationship can

translate into disproportionately large errors in the optimized demand, because the mapping from

the estimated distribution to optimized demand can be highly sensitive to distributional errors in

the nonlinear environment. The policy-gradient method avoids this compounding entirely, because

this method uses realized utility to update demand directly, without an intermediate distributional

estimate. This comparison clarifies what reinforcement learning contributes relative to traditional

approaches that require investors to estimate the market environment.

Taken together, our results show that rational-expectations outcomes can emerge from decen-

tralized direct policy learning in nonlinear asset markets, even when investors do not know the

market environment. This convergence is nevertheless fragile: learning rules that converge in isola-

tion may fail when coupled through endogenous prices, and convergence may require their learning

speeds to be appropriately coordinated. When learning converges in our dispersed-information

simulations, improvements in individual demand policies also raise ex-ante price informativeness

toward its rational-expectations benchmark.

Our analysis builds on the literature studying whether adaptive learning converges to a rational-

expectations equilibrium. Early studies consider linear environments in which agents use least

squares to estimate perceived laws of motion (Bray, 1982; Bray and Savin, 1986; Marcet and

Sargent, 1989). Routledge (1999) and Routledge (2001) instead study evolutionary learning in

the Grossman–Stiglitz framework and characterize when the population converges to a rational-

expectations equilibrium. We study the nonlinear environment of Breon-Drish (2015) and allow

individual investors to update neural-network demand policies directly from their realized utility.

Our contribution is to show how nonlinear price formation, the endogenous distribution of training

data, and heterogeneity in learning parameters jointly affect convergence.

The paper is also related to financial applications of reinforcement learning. Buehler et al. (2019)

use deep reinforcement learning to optimize derivative-hedging strategies under market frictions.

Cong et al. (2026) use it for direct portfolio construction with flexible objectives and strategy spaces.

Campello et al. (2025) combine supervised deep learning with generative reinforcement learning to

learn firm dynamics and optimize corporate policies under model ambiguity. Barberis and Jin

(2026) use model-free and model-based reinforcement learning to explain empirical patterns in

investor behavior. These studies demonstrate the flexibility of reinforcement learning but generally
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evaluate learned policies using an exogenously specified market environment or historical market

data. We instead endogenize the price process generated by the policies being learned and ask

whether decentralized policy learning converges to an equilibrium price system.

A closely related recent literature studies interactions among reinforcement-learning agents. In

production markets, Calvano et al. (2020) show that Q-learning pricing algorithms can sustain

supracompetitive prices through collusive punishment without communicating. In financial mar-

kets, Dou et al. (2025) show that informed Q-learning traders can sustain collusive strategies that

reduce competition and price efficiency, while Colliard et al. (2026) find that noisy feedback and

limited experimentation can prevent Q-learning market makers from learning competitive prices.

Gufler et al. (2025) identify a co-learning bias: when policies evolve simultaneously, traders par-

tially attribute other traders’ price impact to their own actions. In a market with human and AI

traders, Dou et al. (2026) show that AI traders converge to a common probabilistic policy and

generate herding, with their relative performance depending on informational advantages and the

sophistication of human traders. We contribute by studying whether decentralized policy learning

by heterogeneous investors converges to a rational-expectations equilibrium and aggregates private

information in nonlinear asset markets. Our results show that market outcomes depend not only

on individual learning rules but also on how differently parameterized learners interact through

endogenous prices.

The remainder of the paper is organized as follows. Section 2 presents the basic model and

its rational-expectations equilibrium. Section 3 introduces reinforcement learning and studies het-

erogeneous learning rules. Section 4 considers the model with dispersed private information and

examines informational efficiency. Section 5 studies an alternative learning rule. The final section

concludes.

2 The Basic Model

2.1 Model Setting

Time is discrete and indexed by t = 0, 1, 2, . . .. There is one risk-free asset with a normalized

return of zero and one risky asset with time-t price pt and payoff xt. At each period, the payoff

xt is independently drawn from a distribution F (x). While the theoretical framework developed

by Breon-Drish (2015) accommodates arbitrary payoff distributions, we adopt a mixture of normal

distributions because this specification is reasonably computationally tractable while remaining

sufficiently flexible to capture important empirical features of asset returns, such as heavy tails and

skewness (Kon, 1984; Cont, 2001; Kelly and Jiang, 2014).
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Specifically, the asset payoff is drawn from either a good regime G or a bad regime B:

xt =

xGt , with probability λ,

xBt , with probability 1− λ,
xjt ∼ N

(
µj
x, (σ

j
x)

2
)
, j ∈ {G,B}. (1)

We will later assume µG
x > µB

x and σG
x < σB

x in our simulations, so that the good regime has a

higher mean and lower payoff risk. The regime is not directly observed by any investor. When

the two regimes are identical, our model reduces to the canonical linear model of Grossman and

Stiglitz (1980).

There is a mass mI of identical informed investors and a mass mU of identical uninformed

investors.1 An investor of type i ∈ {I, U} evaluates her end-of-period wealth wi
t according to the

constant-absolute-risk-aversion (CARA) utility function

ui(w
i
t) = − exp(−ηiw

i
t), (2)

where ηi > 0 denotes the risk-aversion coefficient. Investors begin with zero wealth at date 0

without loss of generality due to the CARA utility specification. If an investor purchases qit units

of the risky asset, her end-of-period wealth is

wi
t = qit(xt − pt). (3)

Investors consume this wealth at the end of the period and do not transfer any wealth to the next

period.

Before trading, all informed investors observe the same noisy signal

st = xt + σIϵI,t, ϵI,t ∼ N(0, 1), (4)

whereas uninformed investors observe no private signal. The supply of the risky asset is i.i.d. over

time and follows

zt ∼ N(µz, σ
2
z). (5)

The payoff xt, signal noise ϵI,t, and asset supply zt are mutually independent. For later use, define

τI = σ−2
I and τz = σ−2

z .

The timing of events is standard. At the beginning of each period, the payoff, signal, and

asset supply are drawn, and informed investors observe the signal. Investors then submit demand

1We condition on market participation and do not model investors’ decisions to adopt reinforcement learning. In
practice, autonomous trading systems may train on historical or simulated experience before deployment. Endogenous
participation and adoption decisions are outside the scope of the paper.
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schedules and the market-clearing price is determined by

mIq
I
t +mUq

U
t = zt. (6)

At the end of the period, investors receive the payoff and consume their end-of-period wealth.

In this setting, informed investors choose their demand contingent on (st, pt), whereas unin-

formed investors condition their demand only on pt. Importantly, in the classical rational expec-

tations framework adopted by Breon-Drish (2015), uninformed investors are assumed to rationally

infer the equilibrium relationship between prices and asset payoffs and use this inference to ex-

tract information about asset payoffs when forming their demand. We characterize the equilibrium

demand strategies and the associated price-payoff relationship below.

2.2 Rational Expectations Equilibrium

To begin, note that in the rational expectations framework, there are no intertemporal interac-

tions in this model. So, we omit the time index t throughout this section.

For any precision parameter τ , define

g(v; τ) = log

∫ ∞

−∞
exp

(
vy − 1

2
τy2
)
dF (y), G(p; τ) =

[
g′(·; τ)

]−1
(p). (7)

Because g′(v; τ) is strictly increasing in v for every τ , its inverse G(p; τ) is also strictly increasing

in p. Following Breon-Drish (2015), we show in Appendix A.1 that the demand of each informed

investor is

qI(s, p) =
τIs−G(p; τI)

ηI
. (8)

Here, the price does not serve an informational role because all informed investors observe the same

private signal in the basic model.

To characterize the demand of uninformed investors, write the market-clearing condition as

mI ·
τIs−G(p; τI)

ηI
+mUq

U (p) = z. (9)

This condition implies that uninformed investors can infer the statistic

p̃ := s+ ρ(z − µz),

where ρ = − ηI
mIτI

, from the price p. Thus, p̃ acts as an endogenous public signal about the payoff.

7



Let

τU =
1

σ2
I + ρ2σ2

z

, (10)

which is the precision of this endogenous public signal. The demand of uninformed investors is

qU (p) =
τU p̃−G(p; τU )

ηU
. (11)

We now determine the market-clearing price p and formally recover p̃ from p. Substituting (11)

into (9) gives (
mIτI
ηI

+
mUτU
ηU

)
p̃− µz =

mI

ηI
G(p; τI) +

mU

ηU
G(p; τU ). (12)

Because bothG(p; τI) andG(p; τU ) are increasing in p, equation (12) uniquely determines p for every

realization of (s, z). This relationship between p and (s, z) is the price-formation rule. Conversely,

(12) allows investors to recover p̃ from p, completing the equilibrium characterization.

In the next section, we abandon the rational-expectations assumption and ask whether unin-

formed investors can learn their equilibrium demand through reinforcement learning. A closely

related analysis is Bray (1982), who studies ordinary least-squares learning in the canonical linear

model of Grossman and Stiglitz (1980) and shows that learning can diverge under some conditions.

The central difficulty is the feedback between learning and price formation: investors’ demand

updates change prices and thereby alter the price-payoff relationship reflected in subsequent data.

If investors update too aggressively, a temporary estimation error can produce a large change in

demand and shift the learning process further from equilibrium. Smaller and gradually declining

updates can dampen this feedback and facilitate convergence. Marcet and Sargent (1989) extends

this approach to a broader class of linear models with private information using stochastic ap-

proximation. We extend this literature to nonlinear environments using machine-learning methods

rather than least-squares learning.

3 Reinforcement Learning in the Nonlinear Model

In this section, we abandon rational expectations for uninformed investors and assume that

they do not know the market environment or the endogenous relationship among prices, payoffs,

and optimal demand. Specifying and estimating this environment may be costly or infeasible, par-

ticularly when prices depend on the strategies of other investors. Reinforcement learning offers

an alternative: investors directly adjust their trading strategies to improve realized utility without

first estimating a structural model. This approach is relevant for boundedly rational investors,

investors facing computational constraints, and algorithmic traders concerned about model mis-
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specification. Reinforcement learning has also been applied to portfolio management and hedging

(Cong et al., 2026; Buehler et al., 2019). Recent equilibrium studies also model multiple traders as

reinforcement-learning agents and show that their interaction can affect trading behavior and price

efficiency (Dou et al., 2025; Gufler et al., 2025).

We interpret the learning investors broadly as autonomous or semi-autonomous trading algo-

rithms and human traders who adapt through experience without estimating a complete structural

model. For human traders, the neural network can be thought of as a reduced-form representation.

3.1 Reinforcement-Learning Approach

We start by providing a short introduction to reinforcement learning needed for our analysis.

The objective is to make the learning problem self-contained while avoiding technical details that

are not specific to our economic setting. Readers interested in a general treatment of reinforcement

learning and neural networks can refer to Sutton and Barto (2018) and Goodfellow et al. (2016),

respectively.

Informed investors know the market environment and thus continue to use the demand function

in (8). Uninformed investors, by contrast, have no prior knowledge of the market environment, in-

cluding the payoff distribution, the signal structure, the distribution of asset supply, the population

of investors, and the utility functions of other investors. Instead of estimating these objects sep-

arately, uninformed investors learn a demand function directly from observed prices and realized

payoffs. We represent this demand function by a neural network,

qUt (pt) = qU (pt; θt), (13)

where the current price pt is the only argument observed when the investment decision is made.

The vector θt collects the parameters of the neural network, trained by historical data over time.

As illustrated in Figure 1, the neural network consists of layers of connected nodes. Let Nk

denote the number of nodes in layer k, where k = 0 denotes the input layer and k = K + 1 the

output layer. Each non-output layer also includes a bias term, a constant input equal to one that

allows the next layer to have an intercept. For a fully connected network, the dimension of θt is

therefore
∑K

k=0(Nk + 1)Nk+1. These parameters determine how the observed price is transformed

into asset demand through weighted sums and the activation functions gk(·) in the hidden layers.
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pt qUt

θ1t

θ2t

θit

Σ gk
θi+1
t

...

Σ g1

Figure 1: Neural-network representation of uninformed demand. The current price pt enters the network,
and the output qUt is demand for the risky asset. The weights θt on the connections determine the demand
function; the bias nodes are omitted.

We start by considering the case in which all uninformed investors use the same weights and

can therefore be represented by a single learning investor. Heterogeneous learners are considered

in Section 3.3.

Given a policy qU (·; θt), the price in period t solves

mIq
I(st, pt) +mUq

U (pt; θt) = zt. (14)

Thus, the learned policy affects the price and, consequently, the data from which the investor

subsequently learns. Because the neural network generally produces a nonlinear demand function,

(14) does not admit a closed-form solution and is difficult to analyze analytically. We therefore

solve for the market-clearing price numerically.2

Uninformed investors update their policy functions every L periods based on the data observed

over the preceding L periods. In practice, an autonomous trading system may retrain and deploy

its policy only periodically because model estimation, validation, and deployment require time

and computational resources. Between update dates, the deployed trading policy remains fixed.

Importantly, less frequent updates can help stabilize the learning dynamics by pooling observations

over a fairly long period, thereby preventing a few unusual realizations from dominating an update

path, especially when the environment is not fixed but changes endogenously over time. Moreover,

using only the observations from the most recent training window, rather than all past data, is also

2If equation (14) has no unique solution, we assume that no trade occurs and exclude that period from the learning
sample. Such cases are rare in our simulations unless an extremely unreasonable neural network is chosen as the
initial demand function.
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reasonable because this learning procedure avoids utilizing data generated by older policies and

hence by an outdated price-formation rule. This rolling-sample scheme is also used in Bray (1982).

Similar ideas are also adopted in the machine learning literature, particularly for nonstationary

environments, to mitigate the influence of stale data generated under obsolete policies (Lin, 1992;

Mnih et al., 2015; Foerster et al., 2017; Fedus et al., 2020).

Specifically, at the beginning of each update date t = lL for l ∈ {1, 2, ...}, the uninformed

investor collects data on prices and payoffs observed over the preceding training window, denoted

DL
t = {(pr, xr)}t−1

r=t−L. The uninformed investor evaluates a candidate policy function by computing

the average utility the candidate policy would generate over the realized data DL
t . Formally, for

any network parameter vector θ, define

Ĵt(θ) =
1

L

t−1∑
r=t−L

uU
(
(xr − pr)q

U (pr; θ)
)
. (15)

The investor aims to find a parameter vector that maximizes average realized utility. To do so, she

calculates the gradient of the sample objective with respect to the network parameters, evaluated

at the current parameter vector θt−L:

∆t ≡ ∇θĴt(θ)
∣∣∣
θ=θt−L

, (16)

where each element of ∆t measures how average realized utility changes with a network parameter.

The investor then adjusts her policy in the direction that increases average realized utility:

θt = θt−L + αt∆t, (17)

where αt > 0 is the learning rate. Policy updates occur at dates t = lL. The learning rate used at

the l-th update is

αlL = α0δ
l−1, l = 1, 2, . . . , (18)

where α0 > 0 is the initial learning rate and δ ∈ (0, 1] is the decay factor. That is, the learning

rate decays by a factor of δ at each update. Between update dates, the policy function remains

unchanged. We refer to this approach as direct policy learning because the investor updates her

demand function directly to increase realized utility, without estimating either the market environ-

ment or even a value function. In reinforcement learning, the specific implementation described

above is commonly classified as a policy-gradient method.3

The update interval L trades off noise against adaptation. A larger sample provides a more

3See Williams (1992) and Sutton et al. (1999) for detailed treatments of policy-gradient methods.
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precise estimate of expected utility, but also slows the investor’s response to a time-varying policy-

induced price distribution. Similarly, a larger learning rate αt accelerates adjustment but may

generate instability. In general, the learning rate is set to decline over time in order to balance

early-stage adaptability with long-run convergence. We report these implementation choices with

the numerical results and examine their robustness in the subsequent sections.

3.2 Simulation Results

We simulate the model with uninformed investors modeled as reinforcement-learning agents.

The model parameters are appropriately chosen as

µG
x = 1.2, µB

x = 0.8, σG
x = 0.15, σB

x = 0.3, λ = 0.5, σI = 0.2, µz = 1, σz = 0.3,

ηI = 3, ηU = 3, mI = 0.2, mU = 0.8,

which are broadly consistent with parameter values used in the related literature (Bernardo and

Judd, 2000; Yuan, 2005; Watanabe, 2008).

We now specify the baseline neural network architecture and hyperparameters4 used in the

simulation. The demand function is represented by a fully connected neural network with 3 hidden

layers of 100 nodes each, using the ReLU (Rectified Linear Unit) activation function, with initial

weights randomly set close to zero. The training proceeds over T = 1.5×107 periods, corresponding

to 15,000 policy updates with a training window of L = 1000 periods each. Simulation periods

represent training observations, not literal calendar periods. Nevertheless, the large number of

observations required suggests that convergence may be fragile when underlying market primitives

change before learning stabilizes. At each update date, the most recent L observations are col-

lected and randomly partitioned into mini-batches of size 500.5 The policy network parameters are

then updated once per mini-batch, following a standard mini-batch training practice in the deep

learning literature. The learning rate is initially set to 0.001 and is multiplied by δ = 0.9995 after

each update. We implement the gradient-ascent step in (17) using the Adam optimizer (Kingma

and Ba, 2015), which adapts the effective step size per parameter using running estimates of the

gradient’s first and second moments, thereby improving numerical stability relative to a constant

per-parameter step size without altering the underlying objective in (17).

4Hyperparameters are settings chosen by the researcher that govern how the algorithm learns, rather than param-
eters estimated during training. Examples include the learning rate, update frequency, mini-batch size, and neural
network architecture.

5Partitioning the training data into mini-batches is a standard practice in deep learning. This technique allows
gradient updates to be computed more frequently than a single update per full dataset, while averaging over enough
observations to control gradient noise, striking a balance between computational efficiency and the stability of the
gradient estimate (Goodfellow et al., 2016, Ch. 8).
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Figure 2: Convergence in the Basic Model. The first panel shows the initial demand function (blue)
and the true equilibrium demand function (orange). The second panel plots the trained demand function
(blue) and the true equilibrium demand function (orange) at the final date T . The third panel shows the
error of qUt (p) over a price range constructed by winsorizing the equilibrium price distribution generated
under the benchmark rational-expectations model at the 1st and 99th percentiles. The fourth panel shows
the MAE of qUt (p) over time. The fifth panel shows the average MAE across 100 simulations over time.

Figure 2 illustrates the baseline convergence result. The first panel plots the initial demand

function, which is randomly initialized near zero. This initialization represents a conservative policy

that takes small positions before learning from market outcomes and differs substantially from the

rational expectations benchmark. The second panel plots the trained demand function qUt (p) at the

end of the simulation, t = T , which appears visually indistinguishable from the true equilibrium

demand qU (p) derived in Section 2.2. The third panel shows the pointwise error qUt (p)− qU (p) over

a price range constructed by winsorizing the equilibrium price distribution generated under the

benchmark rational-expectations model at the 1st and 99th percentiles. The error is small, ranging

from 0 to 0.003 in absolute value, and does not display any discernible systematic pattern across

price levels. The fourth panel tracks the mean absolute error (MAE) between qUt (·) and qU (·) over
the course of training: the MAE falls sharply during an initial “discovery” phase and then stabilizes

at a low level, with the average MAE over the final 1000 updates approximately equal to 0.001. The

fifth panel plots the mean MAE over time across 100 simulations. Each simulation uses a distinct

random seed to draw the initial neural-network weights from a distribution concentrated near zero

and to generate a different sequence of asset payoffs, private-signal noise, and asset supply. For

each simulation, we calculate the average MAE over the final 1,000 updates. Across these 100

simulation-level averages, the mean is 0.0012, while the minimum and maximum are 0.0007 and

0.0017, respectively. These results indicate that convergence is robust to both the initial network

weights and the realized paths of the underlying stochastic variables.

The convergence result implies that financial markets can be eventually informationally efficient,

even if traders possess no prior knowledge of the market environment. In Section 4.2, we discuss

how informational efficiency varies over time in the absence of rational expectations in more depth

via a more generalized model with heterogeneously informed investors.
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Table 1: Summary of Convergence Outcomes

Specification Average MAE Convergence

Baseline ≈ 0.001 Yes
α0 < 0.00007 > 0.005 No (premature freezing)
α0 > 0.015 > 0.005 No (unstable in early stages)
δ < 0.997 > 0.005 No (premature freezing)
δ = 1 (αt ≡ 0.001) ≈ 0.015 No (persistent fluctuation)
L = 1 (update every period) ≈ 0.008 No (unstable in early stages)

Note: For each hyperparameter specification, the table reports the MAE over the final 1,000
updates averaged across 100 simulations. A specification is classified as numerically convergent
when its average MAE is below the operational criterion of 0.005.

Sensitivity to the initial learning rate. This convergence, however, is not guaranteed for

arbitrary hyperparameters, including the initial learning rate, the learning-rate decay, and the

update frequency. Before examining the effects of these hyperparameters, note that simulation-

based analysis does not admit a unique rule to define convergence. However, given that the average

MAE typically settles around 0.001 and ranges from 0.0007 to 0.0017 in the 100 simulations under

the baseline hyperparameters, we use an average MAE of 0.005 as an operational criterion for

numerical convergence, which comfortably accommodates the residual error observed in all these

simulations. Throughout, whether an outcome exceeding this criterion is interpreted as a failure to

converge or as a less accurate approximation is not central to our analysis. Our primary interest

lies in understanding why alternative hyperparameter choices generate persistently larger errors

relative to the baseline specification.

We begin by examining the effect of the initial learning rate. As summarized in Table 1, when

the initial learning rate α0 is below 0.00007 or above 0.015 with all other hyperparameters held fixed,

the average MAE over the final 1,000 updates remains persistently above 0.005. Specifically, when

α0 is sufficiently small, learning becomes too slow relative to the scale of the initial gap between

the randomly initialized demand function and the true equilibrium demand function. Although the

estimated policy gradient continues to provide directional information, the resulting updates are

too small to generate sufficient adjustment before the learning rate declines further. As a result,

the demand function remains persistently away from the equilibrium policy.

When α0 is sufficiently large, the problem is instead excessive sensitivity of the policy to early

gradient updates. Large early adjustments to θt induce large swings in the market-clearing price

via (14), which in turn generate highly non-stationary training data for the next update. This

feedback loop between the policy update and the endogenous data-generating process can push the

learning dynamics into a region far from the true equilibrium policy function, making convergence
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increasingly difficult even as the learning rate subsequently declines. In particular, when α0 rises

further above 0.015, the policy-network weights typically grow to extreme magnitudes, eventually

causing numerical instability.

There are two sources of instability. First, learning dynamics are sensitive to the learning rate

even in a fixed environment: a rate that is too low slows adjustment, whereas a rate that is too

high can cause the policy to overshoot. Second, in our equilibrium setting, policy updates change

market prices and therefore the data used in subsequent updates. This endogenous feedback creates

an additional source of instability that is absent when the learning environment is fixed.

Sensitivity to learning-rate decay. The choice of learning-rate decay, δ, also plays an im-

portant role in determining convergence. When δ < 0.997, the average MAE over the final 1,000

updates persistently exceeds 0.005. The intuition is similar to the case of a small initial learning

rate: the learning rate decreases too rapidly, preventing the policy function from making suffi-

cient adjustments toward the rational expectations equilibrium before updates become negligible.

In contrast, when δ is larger than 0.997 but remains strictly below 1, the learning rate declines

sufficiently slowly to allow the learner to approach the equilibrium policy. However, unnecessarily

large values of δ slow the convergence process because the learning rate remains higher for longer,

requiring a longer training period for the average MAE to fall below 0.005.

Notably, the case of no decay, δ = 1, illustrates the importance of gradually reducing the

magnitude of policy updates. With a constant learning rate of 0.001, the policy function approaches

the equilibrium policy function to some extent but continues to fluctuate around that function,

resulting in an average MAE of approximately 0.015 over the final 1,000 updates. Other choices

of the constant learning rate do not materially reduce these persistent fluctuations or improve

convergence. The underlying reason is that when the learning rate remains bounded away from

zero, sampling noise in the estimated policy gradient continues to induce non-negligible parameter

updates even after the policy has entered a neighborhood of the equilibrium. However, gradually

reducing the learning rate dampens these fluctuations, allowing the policy to stabilize as learning

progresses.

Sensitivity to update frequency. Finally, we examine a specification in which the policy func-

tion is updated every period, rather than from pooled data collected over longer periods. Under

this specification, the average MAE over the final 1,000 updates is approximately 0.008, indicating

that the learned policy does not meet our operational criterion for numerical convergence within

the simulation horizon. Intuitively, updating the policy every period makes learning more sensitive

to short-run noise, as each update relies on less data. In equilibrium settings, these fluctuations
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are further amplified through the endogenous response of market prices, making convergence more

difficult to achieve. These findings highlight the role of less frequent updates in averaging out tran-

sient variation and stabilizing learning. Nevertheless, we do not completely rule out the possibility

that convergence can be attained under per-period updating, since per-period training delivers

convergence in some linear models as shown by Marcet and Sargent (1989).

3.3 Heterogeneous Learning Rules

So far, uninformed investors have identical characteristics and use the same learning rule. We

now hold their characteristics fixed but allow their learning rates and update frequencies to differ,

and ask whether convergence remains robust.

For expositional simplicity, suppose there are two types of uninformed investors. Let mU,n

denote the population mass of type-n uninformed investors for n ∈ {1, 2}. Type-1 and type-

2 investors use the same learning algorithm and neural-network architecture but adopt different

hyperparameterizations, including different initial learning rates, learning-rate decay factors, mini-

batch sizes, and policy-update frequencies. Specifically, for type-2 investors, the initial learning rate

is 0.000005, the learning rate decays by a factor 0.99999 after each update, the mini-batch size is

1000, and the policy is updated every 2000 periods. That is, type-2 investors update their demand

functions more slowly, in terms of both learning rates and update frequencies, at least in early

stages. The type-2 hyperparameters are chosen so that the model converges when all uninformed

investors use the type-2 learning rule. Thus, each rule converges in isolation, allowing us to identify

the effect of their interaction.

To learn the demand function, type-2 investors use the same neural network architecture as type-

1 investors. While all investors use the same neural network architecture, the network parameters

would evolve differently even if the initial network parameters are set to be identical, because

investors use different learning rules. Denote the demand function of type-n investors at time t as

qUn,t(p). To simulate this model, we only need to replace the market-clearing condition in (14) with

mIq
I(st, pt) +

2∑
n=1

mU,nq
U
n,t(pt) = zt.

We set mU,1 = 0.5 and mU,2 = 0.3, and run the simulation for T = 3× 107 periods.

Figure 3 reports the simulation results. The first panel reproduces the baseline result from

Figure 2. The second panel confirms that the alternative learning rule also delivers convergence

when all uninformed investors adopt this rule. The third panel, however, reveals a striking result:

although each learning rule leads to convergence when used in isolation, convergence breaks down
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Figure 3: Heterogeneous Learning Rules. The first panel shows the demand function at the final date
T when only type-1 investors are present. The second panel shows the results when only type-2 investors
are present. The third panel shows the results when both types of investors are present.

when both learning rules are used by different groups of investors. The MAE of the trained policies

for type-1 and type-2 investors are approximately 0.008 and 0.007, respectively. As explained below,

this failure arises because the two groups adjust at different speeds and thereby change each other’s

learning environment.

The failure arises from the mismatch in learning speeds. Early in the learning process, the

type-2 demand function changes little, so the price-formation rule differs from that in the baseline

economy where type-1 investors learn in isolation. Type-1 investors therefore fail to reach the

equilibrium demand before their declining learning rate effectively freezes their policy. Type-2

investors subsequently learn in a market shaped by this inaccurate type-1 policy and also fail to

recover their equilibrium demand.

This mechanism differs from fully rational Bayesian learning about a fixed payoff parameter.

In both settings, each group’s trades affect prices and hence other investors’ learning environment.

Under Bayesian learning, however, investors receive informative observations about a common fixed

parameter, so price feedback affects the learning path but not the long-run target. Here, each group

learns a policy from outcomes generated by all groups’ evolving policies. Heterogeneous learning

speeds can therefore prevent convergence even when each rule converges in isolation.

4 Heterogeneous Information

4.1 Setting and Results

We now extend the basic model by dispersing information across multiple investor types. The

underlying asset payoff follows the same mixture distribution as before, but each type observes a

different noisy private signal and may differ in signal precision and risk aversion. Consequently,

no investor observes all payoff-relevant information, and each must use the market price to infer
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information held by others. Because investors are simultaneously learning their demand functions,

their policies affect both price formation and the information conveyed by prices to other learners.

This setting allows us to study whether decentralized learning can aggregate dispersed information

in a nonlinear market and can be viewed as a nonlinear extension of Hellwig (1980). The information

structure of the basic model is nested as a special case with two investor types, one of which receives

an informative private signal while the other has signal precision equal to zero.

The economy is populated byN types of investors, where the population mass of type-n investors

is mn for each n ∈ {1, ..., N}. The risk-aversion coefficient of type-n investors is ηn. All type-n

investors receive the same private signal

sn = x+ σnϵn, ϵn ∼ N(0, 1),

at each time t, where σn denotes the standard deviation of the signal noise of type-n investors.

As before, we suppress the time index t whenever no confusion arises. The signal noise ϵn is

independent across investor types and over time. Let τn = σ−2
n . We need not explicitly introduce

uninformed investors because investors with τn = 0 are allowed. The rest of the model is the same

as in the basic model in Section 2.

For coefficients {an} which will be determined in equilibrium, define

p̂ =
∑
n

ansn − (z − µz).

We conjecture that p̂ can be recovered from the market-clearing price p, so it serves as an endogenous

public signal about the asset payoff. This statistic plays the same role as p̃ in the basic model up

to a scaling factor.

Using the price-implied public signal, each investor chooses an optimal demand. Specifically,

let

gn(v) = log

(∫
exp

(
vy − 1

2

(
1∑
j aj

)′

Σn
−1

(
1∑
j aj

)
y2

)
dF (y)

)
, (19)

where

kn,1 =

∑
j a

2
jσ

2
j + σ2

z − anσ
2
n

∑
j aj

σ2
n

[∑
j a

2
jσ

2
j + σ2

z − a2nσ
2
n

] , kn,2 =

∑
j aj − an∑

j a
2
jσ

2
j + σ2

z − a2nσ
2
n

, (20)

Σn =

(
σ2
n anσ

2
n

anσ
2
n

∑
j a

2
jσ

2
j + σ2

z

)
. (21)

Then, in Appendix A.2, we extend the method used for the basic model to show that the demand
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function of type-n investors is given by

qn(sn, p) =
kn,1sn + kn,2p̂−Gn(p)

ηn
, (22)

where Gn(p) := (g′n)
−1(p) is an increasing function for every n.

The market-clearing condition is then described as∑
n

mnq
n(sn, p) = z.

This condition, combined with the definition of kn,1 and kn,2, implies that the coefficients {an}
must satisfy the following system of equations:

an =
mn

ηnσ2
n

∑
j a

2
jσ

2
j + σ2

z − anσ
2
n

∑
j aj∑

j a
2
jσ

2
j + σ2

z − a2nσ
2
n

, ∀n,

which we solve numerically. Once the coefficients {an} are determined, we can rewrite the market-

clearing condition as (
1 +

∑
n

mnkn,2
ηn

)
p̂ =

∑
n

mn

ηn
Gn(p) + µz.

This equation uniquely determines the market price p for every realization of (s1, ..., sN , z). Con-

versely, we can recover the endogenous public signal p̂ solely from the price p because the functions

Gn(p) are all increasing, completing the equilibrium characterization.

Reinforcement learning. Now, we consider a setting without rational expectations. In this

setting, each type-n informed investor uses a neural network with two inputs, (sn,t, pt), to learn an

optimal demand. We denote the time-t demand function as qnt (sn,t, pt), which is trained over time.

Rather than using an unrestricted neural network with both sn,t and pt as inputs, we impose the

partially structured specification

qnt (sn,t, pt) = ϕn
t sn,t + bn(pt; θ

n
t ),

where ϕn
t is the learned coefficient on the private signal and bn(pt; θ

n
t ) is a neural network that

captures the response to price. Thus, demand is restricted to be linear in the private signal but

may depend nonlinearly on price. Note that our primary goal is to investigate whether there ex-

ists a neural network with learning hyperparameters for each investor, which collectively deliver

convergence in the setting with multiple informed investors. We use this partially structured spec-
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ification to retain the equilibrium demand’s linear dependence on the private signal and nonlinear

dependence on price. This reduces the dimensionality of the learning problem. The additive struc-

ture imposed on the policy function also separates the private-signal terms and the price term in

the market-clearing condition, making it tractable to measure informational efficiency along the

learning path.

Figure 4 presents the simulation results of the model with heterogeneous information. In the

simulation, the economy consists of five types of investors, with a population mass mn = 0.2 for

each n. The risk-aversion coefficients and the standard deviations of the signal noises are set to

η1 = 3, η2 = 3.5, η3 = 4, η4 = 4.5, η5 = 5, σ1 = 0.2, σ2 = 0.3, σ3 = 0.4, σ4 = 0.5, σ5 = 0.6,

meaning that type-1 investors are the least risk-averse and receive the most precise signals, while

type-5 investors are the most risk-averse and obtain the least accurate signals. This parameter

choice is motivated by the theoretical finding that less risk-averse investors generally acquire more

information (Verrecchia, 1982; Peress, 2004).6 All other parameters are identical to those used in

the basic model.

Regarding the hyperparameters, all investors update their demand functions every L = 2, 000

periods using a mini-batch size of 200. We use a larger training window and a smaller mini-batch

size than in the basic model to stabilize learning when multiple investor groups update their policies

simultaneously. The same neural network architecture used in the basic model is used by all investor

types. Meanwhile, the initial learning rates are respectively set to 0.005, 0.005, 0.001, 0.001, and

0.001 for the five investor types, while the learning-rate decay factor remains unchanged at 0.9995.

The simulation proceeds over T = 3×107 periods. In the canonical model of Grossman and Stiglitz

(1980), lower risk aversion and more precise signals make an investor’s objective function flatter

with respect to the risky-asset position. The resulting gradients are smaller for type-1 and type-2

investors, so we assign them higher initial learning rates. According to our simulation results,

setting all initial learning rates to 0.001, as in the basic model, leads to a failure to converge.

Figure 4 describes the learning outcomes for the five investor types, with each column corre-

sponding to one type. Because each investor’s demand depends on both her private signal and

the market price, the demand functions are represented as three-dimensional surfaces. From top

to bottom, the first row plots the initial demand functions, which are set to nearly flat and close

to zero. The second row plots the learned demand functions at the end of the simulation, t = T ,

together with their rational-expectations counterparts. The two surfaces largely overlap for every

6Other studies suggest that the relationship between risk aversion and information acquisition is ambiguous
(Hilton, 1981; Smith and Ulu, 2017). The simulation results under alternative parameter choices are available upon
request.
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Figure 4: Convergence in the Environment with Heterogeneously Informed Investors. The
panels in the first row show the initial demand functions of the five investor groups. The panels in the
second row show the demand functions at the final date T . The panels in the third row show the error
between the trained demand functions qnt (s, p) and the true demand functions qn(s, p) at the final date. The
panels in the last row show the MAE of qnt (s, p) over time.

investor type, indicating convergence. The third row further illustrates this result by plotting the

pointwise difference between the final learned and rational-expectations demand functions; these

errors remain small throughout the relevant price-signal region. Finally, the fourth row plots the

MAE over time, showing that the approximation error declines toward zero as learning progresses.

The figure therefore shows that learning converges to the rational-expectations equilibrium

despite the informational interactions among investors. Unlike in the basic model, each investor’s

imperfectly learned demand affects the market price and thereby distorts the payoff information

that other investors extract from prices. Investors are thus simultaneously altering and learning

from the price, creating a feedback mechanism that could move the learning dynamics away from

equilibrium. Convergence is therefore more demanding than in the basic model, where informed

investors always submit their equilibrium demands and only uninformed investors learn.

Nevertheless, the convergence result suggests that decentralized learning is capable of aggre-

gating dispersed private information even when every informed investor submits an imperfectly
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learned demand function. This result extends the classical insight of Hellwig (1980) from a static

rational-expectations setting to a dynamic environment in which investors who do not know their

equilibrium demand functions must learn the equilibrium through repeated market interaction.

Quantitatively, the average MAEs of the demand functions over the final 1,000 updates are

0.006, 0.004, 0.002, 0.002, and 0.001 for investor types 1 through 5, respectively. The corresponding

averages across simulations are of similar magnitudes. These errors are reasonably small, given that

the errors are computed over the rectangular two-dimensional region constructed using the same

winsorizing method, even though realized observations fall within only a subset of this region.

Although the error for type-1 investors is relatively larger than for the remaining investor types,

this error is also reasonably small when measured in relative terms, because the demands of type-

1 investors are substantially larger, reflecting their lower risk aversion and more precise private

signals.

As in the basic model, however, convergence is not unconditional. As noted above in our dis-

cussion of learning rates, our simulations suggest that convergence requires the speed of adaptation

to be sufficiently well balanced across interacting investors. In this regard, how such convergence

could be attained in practice remains an open question, given that individual investors typically

choose their learning hyperparameters independently rather than coordinating with one another.

4.2 Informational Efficiency

This subsection studies a question distinct from policy convergence: as investors’ learned de-

mand functions approach their rational-expectations counterparts, does the information contained

in prices also improve? We examine this question in the heterogeneous-information environment

of Section 4.1, where the learned policies of multiple partially informed investors determine how

dispersed private signals are aggregated into prices. Price informativeness can therefore vary along

the learning path. By contrast, in the basic model of Section 3, informational efficiency remains

equal to its rational-expectations benchmark at every date even while uninformed investors are

learning, as discussed in the remark at the end of this subsection.

Specifically, we define

I = 1− E[Var(x | p)]
Var(x)

=
Var(E[x | p])

Var(x)
(23)

as the measure of informational efficiency, where the second equality holds by the law of total

variance. Thus, I measures the fraction of unconditional payoff uncertainty resolved by observing

the price. The measure lies between zero and one: a value of zero means that prices contain no

information about the payoff, while a value of one corresponds to full revelation. This ex-ante

object is conceptually the same as the price-informativeness measure in Bond et al. (2012) and Bai
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et al. (2016).

Let us first derive price informativeness in the rational-expectations benchmark. Let A =∑
n an. Because the equilibrium price is in one-to-one correspondence with p̂, observing the price

is equivalent to observing

p̃ =
p̂

A
= x+

∑
n anσnϵn − (z − µz)

A
. (24)

The precision of this price-implied signal is

τ =
A2∑

n a
2
nσ

2
n + σ2

z

. (25)

Then, applying Bayes’ rule with F (x) as the prior distribution, we show in Appendix A.3 that

Var(x | p) = g′′(τ p̃; τ), (26)

where g is defined in (7). We compute the rational-expectations value of I by averaging this

conditional variance over the unconditional distribution of p̃, induced by the joint distribution of

x, {ϵn}, and z through the second equality in (24).

We use a similar logic to measure informational efficiency along the learning path in the absence

of rational expectations. Let At =
∑

nmnϕ
n
t , where ϕn

t is the learned loading on the private signal

for type n at time t. Then, the market-clearing condition, together with the additive separability

of the demand function qnt trained over time, implies that observing pt is equivalent to observing

p̃t =
µz −

∑
nmnb

n
t (pt)

At
= xt +

∑
nmnϕ

n
t σnϵn,t − (zt − µz)

At
. (27)

Then the corresponding precision of the endogenous signal p̃t is

τt =
A2

t∑
nm

2
n(ϕ

n
t )

2σ2
n + σ2

z

, (28)

leading to

Var(xt | pt) = g′′(τtp̃t; τt).

To compute the unconditional expectation in (23) at each time t, we again average this conditional

variance over the distribution of p̃t, induced by the joint distribution of xt, {ϵn,t}, and zt through

the second equality in (27).

Figure 5 plots the resulting ex-ante informational efficiency over time, together with its rational-

expectations benchmark. Informational efficiency increases over the course of learning and ap-

proaches the benchmark, although the simulated series displays small fluctuations due to finite-
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Figure 5: Informational Efficiency. This figure plots the informational efficiency along the learning path,
with the dashed line indicating the rational-expectations benchmark.

sample variation. The pattern is economically intuitive. As investors’ learned policies become

closer to their equilibrium demand functions, the market-clearing price increasingly reflects the

payoff-relevant component of dispersed private signals. Hence, the price becomes a more precise

public statistic for the asset payoff.

This result complements the convergence results above. Policy convergence is an individual-level

outcome: it measures whether each investor learns the correct mapping from signals and prices into

demand. Informational efficiency is instead an aggregate outcome: it depends on how the learned

policies jointly transform private signals and noise supply into equilibrium prices. The fact that

ex-ante informational efficiency rises toward its rational-expectations level therefore shows that

decentralized learning recovers not only individual equilibrium behavior, but also the information-

aggregation role of prices.

Our finding is related to Bai et al. (2016), who show that financial market prices have become

more informative over time, especially at medium and long horizons. Their empirical result is

interpreted as evidence of increased market-based information production and improved revelatory

price efficiency. Our result offers an alternative (and complementary) possibility. In our model, the

primitives of the information environment, such as signal precision and noise trading volatility, are

fixed. The increase in informational efficiency therefore does not come from more precise private

signals or a lower cost of information acquisition. Instead, it arises because investors gradually

learn how to use their dispersed information in demand, and the market-clearing price increasingly

aggregates that information. In this sense, decentralized reinforcement learning provides a mecha-

nism through which price informativeness can improve endogenously even without changes in the
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primitive information structure.

Remark 1. In the environment of Section 3, all informed investors observe the same private signal

and are assumed to submit their equilibrium demand. Informational efficiency along the learning

path therefore coincides with its rational-expectations benchmark at every date t. Specifically, both

under rational expectations and during learning, the price reveals the same public signal,

p̃t = st + ρ(zt − µz),

whose precision remains equal to the rational-expectations precision τU defined in (10). Although

uninformed investors’ learned demand functions affect the market-clearing price, they do not change

the information about the payoff that can be recovered from it. Informational efficiency therefore

remains unchanged as uninformed investors learn. Heterogeneous information is essential in our

setting for generating time variation in informational efficiency along the learning path.

5 An Alternative Learning Rule

This section compares direct policy learning with a two-step method in which investors first

estimate the payoff distribution conditional on price and then choose demand based on that es-

timate.7 Under the reported implementation, direct policy learning performs substantially better

in our nonlinear equilibrium environment. This result does not imply that direct policy learning

dominates every alternative method; rather, the comparison highlights a potential advantage of

learning the trading policy directly when the market environment is nonlinear and endogenous.

The two-step approach is particularly relevant because the least-squares learning algorithms

studied by Bray (1982) and Marcet and Sargent (1989) belong to this framework. Examining

whether such two-step methods can also recover the rational expectations equilibrium in nonlinear

environments therefore provides a natural comparison with the direct policy-gradient approach

studied in the previous sections.

To approximate the conditional distribution F (x | p), we discretize the payoff space into the

finite grid {x̂1, . . . , x̂M}.8 Also, for each x, let [x] denote the grid point closest to x, with ties

broken by choosing the smaller one. We then use a neural network that takes price as its input and

has M outputs to estimate the conditional probabilities over these M payoff grid points.

7Q-learning is another possible alternative. In continuous state and action spaces, however, it generally requires
function approximation and additional computational machinery. We therefore focus on the two-step method, which
provides a more transparent comparison with direct policy learning.

8Alternative approaches, such as kernel-based conditional density estimation (Hyndman et al., 1996; Fan et al.,
1996) or mixture density networks (Bishop, 1994), can also be used to estimate continuous conditional distributions.
We instead discretize the payoff space because this approach is computationally simple and sufficient for our purpose.
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Specifically, let bUt (p) denote a neural network with one input, that is, p, and M outputs,

trained up to time t, and let bUt,i(p) denote its i-th output. Then, to ensure that these outputs form

a probability distribution, we apply the softmax function:

πU
t,i(p) =

eb
U
t,i(p)∑M

j=1 e
bUt,j(p)

, ∀i ∈ {1, ...,M},

which sums to one across grid points and can thus be used to represent the conditional probabilities

Pr([x] = x̂i | p).
Uninformed investors update the parameters of the neural network bU (·) at each update date

t = lL using the data DL
t = {(pr, xr)}t−1

r=t−L. For each observation at time r, let x̂ir denote the grid

point closest to the realized payoff xr. The cross-entropy loss for these discretized observations is

then given by

L = − 1

L

t−1∑
r=t−L

log πU
t−L,ir(pr).

Then, because the expected cross-entropy loss over the population distribution is minimized when

the predicted probabilities coincide with the true conditional probabilities, uninformed investors

update their network parameters by minimizing the above sample loss using gradient descent. The

resulting network yields πU
t (p), an updated estimate of the conditional distribution, Pr([x] = x̂i | p).

Once the conditional probabilities are estimated, each uninformed investor chooses a demand

to maximize her expected utility:

max
q

−
M∑
i=1

e−ηU (x̂i−pt)qπU
t,i(pt).

We solve this problem numerically using the first-order condition, which determines the demand

of the uninformed investor for a given price p. The market-clearing price is then determined by

the demand functions submitted by both informed and uninformed investors. This procedure is

repeated over time.

Figure 6 presents the result of the two-step optimization approach. In the simulation, the grid

points are defined by discretizing an appropriately trimmed payoff interval, [−0.5, 2], into 1,000

equally spaced points. Also, we use a neural network with four hidden layers instead of three, as

this architecture yields modestly better performance. All other hyperparameters are the same as

those used in Section 3.2. Under this implementation and within the reported simulation horizon,

the two-step method remains less accurate than direct policy learning. Specifically, the average

MAE of the demand function over the final 1,000 updates is approximately 0.007.
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Figure 6: Two-Step Optimization via Conditional Distribution Estimation. The first panel shows
the initial demand function. The second panel shows the demand function at the final date T . The third
panel shows the error between the trained demand function qUt (p) and the true equilibrium demand function
qU (p) at the final date. The fourth panel shows the MAE of qUt over time.

The intuition is that the two-step method must estimate the endogenous relationship between

prices and payoffs before choosing demand. Because investors’ policies continually change prices,

that relationship is a moving target. Estimation errors then carry into the portfolio decision. Direct

policy learning avoids this intermediate estimation step and therefore converges more accurately in

the reported simulations.

These findings suggest that directly learning the policy function may be more robust than first

estimating the underlying market environment in nonlinear equilibrium settings. This conclusion is

also consistent with the empirical evidence of Cong et al. (2026), who find that goal-based reinforce-

ment learning outperforms traditional model-based estimation methods in financial applications.

6 Conclusion

This paper asks whether investors can converge to a rational-expectations equilibrium without

knowing the equilibrium relationship among prices, payoffs, and optimal demand, relying instead on

reinforcement learning. We replace this knowledge with reinforcement learning: investors represent

demand using neural networks and update their policies from realized investment outcomes. The

analysis therefore treats rational expectations as a possible outcome of learning rather than an

assumption imposed from the outset.

In the basic nonlinear model, direct policy learning can recover the rational-expectations de-

mand function with considerable accuracy. This convergence, however, is not automatic. Learning

rates that are too small cause policies to stop adjusting before reaching equilibrium, whereas rates

that are too large generate unstable price movements and rapidly changing training data. Update

frequency and learning-rate decay matter for the same reason. More importantly, two learning

rules that each converge when used in isolation may fail when they coexist. Stability at the level of

an individual learning rule therefore does not imply stability when heterogeneous learners interact
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through prices.

The model with dispersed private information gives a positive long-run result and clarifies how

informational efficiency improves during learning. Decentralized learners can jointly recover their

equilibrium demand functions and aggregate dispersed information through prices. As investors

learn how to use their private signals and price-implied information in demand, the market-clearing

price becomes a more informative public signal of the asset payoff. In our simulations, ex-ante infor-

mational efficiency rises toward its rational-expectations benchmark, indicating that decentralized

learning can restore not only equilibrium trading behavior, but also the information-aggregation

role of prices.

We also compare direct policy learning with a two-step procedure that first estimates the payoff

distribution conditional on price and then chooses demand. Under the reported implementation,

direct policy learning is substantially more accurate. The two-step procedure must estimate an

endogenous price-payoff relationship that changes as investors update their policies, so estimation

errors carry into the subsequent portfolio decision. Direct policy learning avoids this intermediate

estimation problem.

Taken together, the results qualify the usual interpretation of rational expectations. Rein-

forcement learning can support rational-expectations outcomes even when investors initially lack

knowledge of the market environment, but those outcomes depend on the specifics of learning rules

operating in the market. How investors learn is not merely an implementation detail: it affects

whether prices converge, whether dispersed information is aggregated, and how market efficiency

evolves along the way. Our analysis does not consider multiple equilibria, strategic complementar-

ities, time-varying fundamentals, or the endogenous selection of learning rules; incorporating these

features is a natural direction for future research. A natural next step is to study how investors

choose learning rules and whether market institutions can reduce the instability created by poorly

coordinated adaptation.
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A Appendix

A.1 Omitted Proof for the Basic Model

This section derives the expression for the demand function in (8). The conditional probability

density of x given a private signal s is given by

dF (x | s) =
exp

(
− (s−x)2

2 τI

)
dF (x)∫∞

−∞ exp
(
− (s−y)2

2 τI

)
dF (y)

= eτIsx−g(τIs;τI)dH(x),

where g is defined in (7) and

dH(x) = e−
x2

2
τIdF (x).

Then, note that for any constant u,

E[eux | s] =
∫ ∞

−∞
euxeτIsx−g(τIs;τI)dH(x)

=

∫ ∞

−∞
e
τI

ζ
s+ u

τI

η
x−g

ζ
τI

ζ
s+ u

τI

η
;τI

η
−g(τIs;τI)+g

ζ
τI

ζ
s+ u

τI

η
;τI

η

dH(x)

= eg(τIs+u;τI)−g(τIs;τI), (29)

because
∫∞
−∞ evx−g(v;τI)dH(x) = 1 for any constant v. This property implies that the expected

utility of the informed investor is equal to

−E[e−ηI(x−p)qI | s] = −eg(τIs−ηIq
I ;τI)−g(τIs;τI)+ηIpq

I
.

The first-order condition with respect to qI is

g′(−ηIq + τIs; τI) = p,

leading to the expression in (8).

A.2 Omitted Proof for the Model with Heterogeneous Information

This section derives the expression for the demand function in (22). The conditional density

function of (sn, p̂) given a payoff x is

dF (sn, p̂|x) =
1

2π|Σn|
1
2

exp

(
−1

2

(
sn − x

p̂− x
∑

j aj

)′

Σn
−1

(
sn − x

p̂− x
∑

j aj

))
,
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where Σn is defined in (21). Then, from a straightforward algebra,

dF (x | sn, p̂) =
dF (sn, p̂ | x)dF (x)∫∞

−∞ dF (sn, p̂ | y)dF (y)

= exp ((kn,1sn + kn,2p̂)x− gn(kn,1sn + kn,2p̂)) dHn(x),

where gn, kn,1, and kn,2 are defined in (19) and (20), and

dHn(x) = exp

(
−1

2

(
1∑
j aj

)′

Σn
−1

(
1∑
j aj

)
x2

)
dF (x).

Then, the expected utility of a type-n investor is

−E[e−ηn(x−p)qn | sn, p] = −
∫ ∞

−∞
e(kn,1sn+kn,2p̂−ηnqn)x−gn(kn,1sn+kn,2p̂)+ηnpqndHn(x)

= −egn(kn,1sn+kn,2p̂−ηnqn)−gn(kn,1sn+kn,2p̂)+ηnpqn ,

due to the same argument used in (29). Thus, the first-order condition with respect to qn is

g′n(kn,1sn + kn,2p̂− ηnq
n) = p,

leading to the expression in (22).

A.3 Omitted Proof for Informational Efficiency

This section derives the expression for Var(x | p) in (26). We first see

E[x | p] = d

du
E[eux | p]

∣∣∣∣
u=0

= g′(τ p̃; τ)

from the result in (29), with s and τI being replaced by p̃ and τ , respectively. Moreover,

E[x2 | p] = d2

du2
E[eux | p]

∣∣∣∣
u=0

= g′′(τ p̃; τ) + [g′(τ p̃; τ)]2.

Therefore,

Var(x | p) = E[x2 | p]− E[x | p]2 = g′′(τ p̃; τ),

which completes the proof.
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